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Introduction

Windows XP is Microsoft’s most recent operating system. It has introduced numerous enhancements and improvements to previous versions of Windows. This paper will detail important features of the new operating system.
1. Programs, Processes, Threads and Jobs
The largest unit of work in Windows XP is known as a program. A program is simply a static set of instructions. Smaller units of work are grouped logically into entities called processes, threads and jobs. Processes and threads have priority schemes to determine the order in which they should run on the processor.
1.1. Processes

A process is a container for the set of resources used by threads that execute an instance of a program. Each process includes a private virtual address space, an executable program, a list of open handles to various system resources, a security context, a unique identifier, and at least one thread of execution known as the executive thread.
Each Windows XP process is represented by an executive process (EPROCESS) block. An EPROCESS block contains many attributes associated with the process, as well as several data structures and pointers. An EPROCESS block exists in system space, with the exception of the Process Environment Block (PEB), which exists in process address space. Additionally, Windows XP maintains a parallel structure for each process that executes a Win32 program.

	Kernel Process Block

	Process ID

	Parent Process ID

	Exit Status

	Create and Exit Times

	Next Process Block

	Quota Block

	Memory Management Information

	Exception Port

	Debugger Port

	Primary Access Token

	Handle Table

	Device Map

	Process Environment Block

	Image Filename

	Image Base Address

	Process Priority Class

	Win32 Process Block

	Job Object


Figure 1.1: Fields in an EPROCESS Block

A job is simply a function to group several processes together, making them easy to manage and manipulate as a single unit.
1.2 Threads
A thread contains a set of instructions that can be executed, the contents of machine registers that define the processor state while the thread is running, and two stacks – one for User mode and one for Kernel mode. Kernel mode always has a higher priority than User mode.
A Windows XP thread is represented by an Executive Thread (ETHREAD) block. An ETHREAD block exists in system space, with the exception of the Thread Environment Block (TEB), which exists in process address space. Additionally, Windows XP maintains a parallel structure for each thread that executes a Win32 program.

When a process is created, one thread is created. This thread is known as the primary thread. As this thread executes, it can create additional threads. All threads in a process run in the same address space and share the same resources. Using multiple threads is very efficient because Windows XP can multitask to continue working when some threads are blocked. 

	KTHREAD

	Create and Exit Times

	Process ID

	EPROCESS

	Thread Start Address

	Access Token

	Impersonation Information

	LPC Message Information

	Timer Information

	Pending I/O Requests


Figure 1.2: Fields in an ETHREAD Block

Windows XP uses a priority-driven, preemptive scheduling system for threads – the highest-priority runnable thread always runs. Priority levels are determined by both the process and the thread. There are four process priority classes:

· Idle – Screen savers and other processes that periodically update the display typically use the Idle class

· Normal – The default process priority class

· High – Processes that use the High priority class receive the bulk of CPU time

· Real Time – Many Kernel mode system processes, such as device operations monitoring keyboard and mouse input, use the Real Time priority class 
Each process’s priority class sets a range of priority values (between 1 and 31, where 1 is the lowest and 31 is the highest) for its threads. For example, a Real Time process’s threads will always have priorities in the range 16-31. Real Time thread priority cannot change while the thread is running. All other thread priorities are variable, however, meaning they can change while the thread runs. For threads in the High priority class, for example, priority can be raised or lowered by a value of up to 2 but cannot fall below a program-defined base priority. When base priorities are adjusted to optimize scheduling, the resulting value is called dynamic priority. It must be noted that if a thread with priority 31 is running, no other threads are allowed to run on the system.
	Thread Priorities
	Real Time
	High
	Normal
	Idle

	Time Critical
	31
	15
	15
	15

	Highest
	26
	15
	10
	6

	Above Normal
	25
	14
	9
	5

	Normal
	24
	13
	8
	4

	Below Normal
	23
	12
	7
	3

	Lowest
	22
	11
	6
	2

	Idle
	16
	1
	1
	1


Figure 1.3: Process Priority Classes with Relative Thread Priorities

When a thread is selected to run, it runs for an amount of time known as a quantum. A quantum is the length of time any particular thread is allowed to run before the operating system interrupts it to see if another thread of the same priority or higher is waiting to run, or whether the thread’s priority needs to be reduced. Quantum values vary from thread to thread. A thread does not necessarily always complete its quantum – because Windows XP uses preemptive scheduling, if another thread with a higher priority becomes ready, the currently running thread can be preempted. A thread can even be selected to run, and then be preempted before it ever starts running. However if no higher-priority threads are ready for execution, threads of the same priority run in a round-robin fashion.
Thread scheduling code is implemented throughout the kernel. This code is collectively called the dispatcher. The dispatcher is triggered by the following events:

· A thread becomes ready to execute – either through being newly created or by being released from a waiting state

· A thread leaves the running state because its time quantum ends, it terminates, or it enters the waiting state

· A thread’s priority changes

If any of the above occurs, Windows XP must determine which thread to run next. When a thread is selected, its context is switched. This means that the volatile machine state of the running thread is saved, the new thread’s volatile machine state is loaded, and the new thread begins execution.
Windows XP uses thread granularity. This means that processes are not taken into consideration when scheduling threads. For example, if Process A has 20 threads and Process B has 1 thread, each thread will be given 1/21st of CPU time – the operating system does not allocate 50% CPU time for Process A and 50% CPU time for Process B.

Lightweight threads are known as fibers. Fibers allow an application to schedule its own threads of execution rather than relying on priority-based scheduling. Fibers are implemented entirely in User mode, meaning they are invisible to the kernel. They are implemented with Fiber API’s that are roughly analogous to the threading libraries found in many UNIX systems. It is also possible to convert a running thread into a fiber.

2. Registry and Memory
Beyond process management, the Windows XP kernel is greatly enhanced from previous versions of Windows, resulting in significant performance improvements. These kernel enhancements are detailed in the following sections.

2.1 Booting

Boot time is a nuisance for home users and a major factor when restarting a server on a network. Many factors add to boot time: memory checks, hardware discovery, driver loading, BIOS tests, etc. Microsoft, in an effort to reduce boot time, has set a performance goal for PC manufacturers to achieve:

	Situation
	Boot Time

	Cold Boot
	30 seconds

	Resume from Hibernation
	20 seconds

	Resume from Standby
	5 seconds


Figure 2.1: Microsoft Boot Time Performance Goals

The first time-saver used by Windows XP is support for the Simple Boot Flag (SBF) specification. SBF was used in Windows ME and Windows 2000 as well. It is a CMOS BIOS register that is set after Windows XP boots for the first time. The register flag is located in CMOS memory. It is a 3-bit flag that: identifies the operating system as Plug and Play, indicates if the last boot was successful, and indicates if diagnostics need to be run.
	Bit
	Name
	Description

	0
	PNPOS
	Indicates whether the operating system is Plug and Play compatible

	1
	BOOTING
	Indicates if the last boot was successful. The BIOS checks this bit during initialization. If the bit is set, the BIOS sets the DIAG bit.

	2
	DIAG
	Indicates whether or not diagnostics should be run. This bit can bet set by the BOOTING bit or by the operating system during a previous boot.

	3-6
	Reserved
	Not used – must be set to 0.

	7
	PARITY
	Shows the integrity of this register


Figure 2.2: SBF Register

If the Plug and Play bit is set, the BIOS does not worry about trying to configure resources for which it is not responsible. 

Another time-saver is that the operating system’s boot loader has been designed to incorporate parallel pre-fetching of drivers, boot code and Registry items. Windows XP also rearranges files on disk for more efficient file access and prioritizes driver loading.

The first time Windows XP boots, it monitors drivers, startup applications, Registry entries and shell code being loaded and saves the information. Upon the second boot, Windows XP pre-loads drivers and code asynchronously in parallel into memory in anticipation of their use. Therefore when the boot execution path attempts to load a particular driver, the driver is already in memory. Windows XP keeps track of the 8 previous boots and applies heuristics on what to pre-fetch. Drivers that are not being used, therefore, will drop from the pre-fetch execution after several reboots. This is a large improvement over previous versions of Windows, which loaded drivers serially with no heuristics.
2.2 Memory
Windows XP has made improvements over previous operating systems in memory management. Physical memory can be page pooled or non-page pooled. Non-page pooled memory is for code that is time-critical, such as the Virtual Memory Manager. Page pooled memory is mapped to disk files to allow Windows XP to swap memory pages to disk if additional physical memory is necessary. A memory page is 4K of physical memory.
Pool memory is managed by a system of descriptors known as Page Table Entries (PTE’s) that hold memory page frame numbers that point to physical memory pages. In addition to frame numbers, the PTE has several bits to indicate the current status of the page: in use, dirty, clean or unused. The memory manager monitors page status with Page Table Lists.  To improve system performance by decreasing the interruption of running applications, the memory manager uses various algorithms to attempt to avoid interfering with actively used memory and to avoid swapping to disk. Previous Microsoft operating systems often encountered severe delays due to excessive paging to disk.

Windows XP has increased the maximum memory size that can be mapped to PTE’s to 1.3 GB, double that of Windows 2000. Therefore the operating system can actively track more memory without the need to reuse PTE’s. 

When an application or driver creates a file object, it must request the full size of the object, regardless of whether it is needed at that time. In previous versions of Windows, when an application created a file-mapping object, the kernel allocated, or “charged”, 1/1000th of the file size in PTE’s, regardless of how much how much was actually needed. While this may not sound like much, a 1 GB mapping object, for example, would cause a charge of 1 MB in the PTE’s. If, in the end, only a small amount was needed, there was excessive waste. Windows XP does not charge the PTE’s before needed – they are charged dynamically as necessary.

Processes and drivers often compete for memory when memory is low. When the application or driver needs memory, it asks the memory manager for a memory allocation and is either granted the allocation or denied. In previous versions of Windows, there were driver allocation routines deemed necessary. If, for example a driver requested an allocation and had one of these allocation routines, the memory manager would grant the allocation, even if memory was too low at the moment. This could crash the system. Windows XP no longer permits drivers to allocate must-succeed requests. If a driver attempts to use such a routine, its request is denied. All internal Windows XP drivers have been rewritten to strip such requests from the code, and 3rd party drivers must be Microsoft-approved to earn “signed driver” status.
Another Windows XP memory improvement is the use of I/O Throttling. The operating system as a rule tries to do as much processing in parallel as possible. However, situations may arise when there is no memory left to allocate. Windows XP at that point “throttles down” its processing of memory to a page at a time, using only the resources it can. This slows the system, but prevents a crash.

2.3 The Registry

The Registry is responsible for just about everything that occurs in Windows. In essence, it is nothing more than a large database that maintains records of application settings, file associations, and myriad other settings. 

In previous versions of Windows, users saw a dramatic decrease in system performance as the Registry grew and became more complex. This performance decrease was mostly due to Registry fragmentation. When programs were installed or installed, and keys were added and deleted, the Registry became fragmented. When new Registry keys were added, the kernel put them into the first empty space in the Registry. This resulted in related keys being placed on different memory pages. When an application needed to read these keys, an excessive number of memory pages were loaded from disk.
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Figure 2.3: Registry Key Fragmentation

In Windows XP, the Registry code was redesigned. When a key needs to be stored, the kernel searches for a space large enough to contain all related data. Because the Registry keys are physically adjacent, fewer page faults result.
In previous versions of Windows, Registry data was stored in the paged memory pool of the kernel, which was limited to about 160 MB. Registry data has been moved out of kernel paged pool memory to mapped files in Windows XP, although the Registry management code itself is still in the kernel. With data stored outside kernel memory, running out of memory is less likely. The larger Registry memory space does not cause performance delays because upon the first request of a Registry key, Registry memory is hit, but subsequent requests are pulled from a cache. This architectural change was introduced in Windows 2000.
A common programming practice is to use Registry keys as flags for applications. If key data is present in the Registry, the application does one thing; if it is not present, the application does another. This can cause a great performance decrease when the key data does not exist. Many applications create empty key trees in the Registry at runtime, and just leave them empty as the program runs. Other applications that don’t create empty keys look for them nonetheless. The kernel must then search through the entire Registry or at the least search through the empty key trees, causing significant slowdown. Windows 2000 only cached existing Registry keys, but not empty keys. Windows XP caches both existing and non-existing keys. This results in a large performance increase.
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Figure 2.4: Registry Key Searches – Windows 2000 vs. Windows XP
On a related note, when an application first searches for a Registry key, the result of the search is cached whether the key was found or not. Windows XP records the keys various applications request, and pre-fetches them when the application loads in the future.

3. File System Architecture and Management

There are three file systems available in Windows XP: File Allocation System 16 (FAT16); File Allocation System 32 (FAT32); and New Technology File System (NTFS). 
The first two file systems are briefly described in the following sections, however most of the focus is on NTFS, as this is Windows XP’s native file system.

3.1 FAT16

	Partition Boot Sector
	FAT1
	FAT2 (Duplicate
	Root Directory
	Other Files & Directories


Figure 3.1: Basic Organization of a FAT16 Volume

The FAT16 file system was developed with MS-DOS in 1981. It was originally designed for use with floppy disk drives but has undergone minor changes over the years so that it can now handle hard disks as well.

The major advantage of FAT16 is that it is compatible with most operating systems – including all versions of Windows, OS/2, Linux and some versions of UNIX.

The disadvantages, however, are numerous. FAT16 requires that a fixed number of clusters per disk partition. Therefore as hard drives get larger, clusters must also get larger. In a 2 GB partition, for example, each cluster must be 32 kilobytes, so even the smallest file on the drive takes up 32 KB of space.

Other disadvantages of the FAT16 file system are lack of support for compression, encryption and advanced security features. Additionally, file names are limited to 8 characters in length.

	VOLUME SIZE
	SECTORS PER CLUSTER
	CLUSTER SIZE

	        0MB - 32MB
	1
	512 bytes

	      33MB - 64MB
	2
	1KB

	      65MB - 128 MB
	4
	2KB

	    129MB - 255MB
	8
	4KB

	    256MB - 511MB
	16
	8KB

	    512MB - 1023MB
	32
	16KB

	   1024MB - 2047MB
	64
	32KB

	   2048MB - 4095MB
	128
	64KB


Figure 3.2: FAT16 Default Cluster Size

3.2 FAT32

	Partition Boot Sector
	FAT1
	FAT2 (Duplicate
	Root Directory
	Other Files & Directories


Figure 3.3: Basic Organization of a FAT32 Volume

FAT32 was originally developed as part of a Windows 95 service pack. In general, FAT32 is nothing more than an extension of FAT16. File names of up to 11 characters in length are possible. It provides a much greater number of clusters per partition, which improves disk utilization, however the same disadvantages remain – lack of support for compression, encryption and advanced security features.

Another disadvantage to FAT32 is that many operating systems do not recognize FAT32 partitions – Windows NT, Linux and UNIX are not compatible with this file system. 
	VOLUME SIZE
	SECTORS PER CLUSTER
	CLUSTER SIZE

	        512MB – 8GB
	8
	4KB

	          8GB – 16GB
	16
	8KB

	        16GB – 32GB
	32
	16KB

	    Larger than 32GB
	64
	32KB


Figure 3.4: FAT32 Default Cluster Size

3.3 NTFS

3.3.1 History 
While FAT file systems are acceptable for most computer users, they are old, simplistic file systems. They lack security, capacity and reliability features needed by high-end users such as servers and workstations. 

In the early 1990’s, Microsoft created Windows NT, an entirely new operating system not based on MS-DOS or Windows 3.x technology. Windows NT was designed to be high-performance, high-quality, reliable and secure. One of the biggest weaknesses of Microsoft’s older operating systems was the FAT file systems. Consequently, creating a new file system was a priority. Microsoft used many of the concepts of OS/2’s native file system, High Performance File System (HPFS), to create New Technology File System (NTFS).

3.3.2 Goals

Microsoft designed NTFS with a number of specific goals in mind. These are:

· Reliability – A file system must be able to recover from problems without data loss. NTFS implements features to allow transactions to take place as an integral whole, to avoid data loss, and to increase fault tolerance.
· Security and Access Control – FAT file systems did not provide the capability to control access to folders and files located on a hard disk. With the popularity of networked systems, Microsoft recognized the need to implement such controls.
· Breaking Size Barriers – FAT file systems only allowed partitions of 4 GB in size. NTFS was designed to accommodate very large partition sizes and the use of RAID arrays.
· Longer File Names- NTFS allows file names of up to 255 characters in length.
· Storage Efficiency – NTFS uses an entirely different method of allocating space than FAT file systems.
· Networking – NTFS was given networking capabilities that previous file systems did not have.
3.3.3 Architecture

	Partition Boot Sector
	Master File Table
	Other System Files
	File Area


Figure 3.5: Basic Organization of an NTFS Volume

3.3.3.1 Volume Boot Sector
When an NTFS partition is created, the first block of information created on the partition is called the volume boot sector (also called partition boot sector or volume boot record).
The volume boot sector begins in the first section of the partition and consists of two primary structures:
· BIOS Parameter Block – A block of data that contains fundamental information about the volume. This block of data identifies the volume as an NTFS partition, and includes the volume label and its size. An extension of the BIOS Parameter Block is the Extended BIOS Parameter Block, which contains additional information about the volume, such as the location of key metadata files.

· Volume Boot Code – A small block of program code that instructs the system how to load the operating system. 

The volume boot code of FAT file system was a favorite of virus writers because changing this code can allow a virus to automatically load when the system is started. Windows XP maintains tight control over disk access routines, making it more difficult for viruses in the boot sector code to spread.

3.3.3.2 Metadata Files and the MFT

Virtually all data on an NTFS volume is stored in the form of files. The most important are a special set of system files called metadata files. Metadata files contain internal information about the data stored on the volume. 

Metadata files are automatically created by the system when an NTFS volume is formatted, and are placed at the beginning of the partition and hidden from users. 
The most important metadata file is the Master File Table (MFT). The MFT is a file that stores information about every file and directory on an NTFS volume. It works like a relational database, containing various attributes about other files. In essence, the MFT is the central management feature of an NTFS volume, acting like a table of contents.

When any file or directory is created on an NTFS volume, a record for it is created in the MFT. The record can be either 1024 or 2048 bytes. Since the size of these records is limited, there are different methods for NTFS to store a file’s attributes: either as resident attributes stored within the MFT, or non-resident attributes stored in extents outside the MFT.
	Attribute Type
	Description

	Standard Information
	Time stamp, link count, etc.

	Attribute List
	Lists the location of attribute records that do not fit in the MFT

	Filename
	A repeatable attribute for both long and short filenames

	Security Description
	Information about who owns the file, who can access it, etc.

	Data
	File data

	Index Root
	Used to implement directories

	Index Allocation
	Used to implement directories

	Volume Information
	Version and name of the volume

	Bitmap
	A map representing records in use on the MFT or directory

	Extended Attribute Info.
	Used by file servers linked with OS/2. Not used Windows XP

	Extended Attributes
	Used by file servers linked with OS/2. Not used by Windows XP


Figure 3.6: MFT Resident Attributes
As more files and directories are added to the file system, it becomes necessary to add more records to the MFT. Keeping the MFT contiguous on the disk improves system performance, therefore Windows XP initially reserves 12.5% of the disk space immediately following the MFT – this is know as the “MFT Zone”. Regular files and directories will not use space in the MFT Zone unless all other disk space has already been used. If the MFT grows too large for the MFT Zone, Windows XP will automatically allocate more space elsewhere on the disk for the MFT. Thus the MFT can grow as large as the size of the volume itself, but this fragmentation may reduce performance.

	Metadata File Name
	File Name
	MFT Record Number
	Description

	Master File Table (MFT)
	$MFT
	0
	The MFT itself

	Master File Table 2 (MFT2)
	$MFTMirr
	1
	A mirror of the first 16 records of the MFT

	Log File
	$LogFile
	2
	Volume transaction log used for recovery

	Volume Descriptor
	$Volume
	3
	Contains volume information (name, NTFS version, creation time, etc.)

	Attribute Definition Table
	$AttrDef
	4
	Contains the names and descriptions of various NTFS file attributes used on the volume

	Root Directory
	“.”
	5
	A pointer to the volume’s root directory

	Cluster Allocation Bitmap
	$Bitmap
	6
	Contains a map showing which clusters on the volume are in use and which clusters are free

	Volume Boot Code
	$Boot
	7
	A copy of the volume boot code (or a pointer to the original)

	Bad Cluster File
	$BadClus
	8
	A list of all clusters on the volume which have been marked as “bad”

	Quota Table
	$Quota
	9
	Volume quota information

	Upper Case Table
	$UpCase
	10
	Information for converting file names to Unicode for international compatibility


Figure 3.7: Important MFT Records

3.3.3.3 Partition and Cluster Sizes

NTFS partitions are designed to be very large. The maximum partition size is 264, or 18 billion gigabytes. 

NTFS is similar to FAT file systems in that individual 512-byte sectors are not managed independently on hard disk volumes. Instead, they are grouped into blocks called clusters. The main reason for the grouping is performance. 

NTFS provides for small clusters which allows less space to be wasted. The table below illustrates default cluster sizes:

	VOLUME SIZE
	SECTORS PER CLUSTER
	CLUSTER SIZE

	        512MB – 8GB
	8
	4KB

	          8GB – 16GB
	16
	8KB

	        16GB – 32GB
	32
	16KB

	    Larger than 32GB
	64
	32KB


Figure 3.8: NTFS Default Cluster Size
4. Inter-process Communication
Inter-process communication (IPC) is a set of programming interfaces that allow programmers to create and manage individual processes that can run concurrently on an operating system. This allows a program to handle many user requests at the same time. Since even a single user request can result in multiple processes running in the operating system on the user’s behalf, the processes must communicate with each other. The IPC interfaces make this possible. Each IPC method has its own advantages and limitations so it is not unusual for a single program to use several IPC methods.
Windows XP supports many IPC interfaces. The following sections outline the most common.

4.1 Dynamic Data Exchange

Dynamic Data Exchange (DDE) protocol is a set of messages and guidelines used by Microsoft since 1990. It sends messages between applications that share data and uses shared data to exchange data between applications. Applications can use the DDE protocol for one-time data transfers and for continuous exchanges in which applications send updates to one another as new data becomes available.

Windows XP uses a message-based architecture. Therefore, passing messages is the most appropriate means for applications to exchange data. However messages contain only two parameters for passing data. As a result, these parameters may at times indirectly refer to other pieces of data when a large amount of data passes between applications. The DDE protocol defines exactly how applications should use these parameters to pass larger pieces of data by means of global atoms. A global atom is a reference to a character string. Atoms identify the applications exchanging information, the nature of the data being exchanged, and the data items themselves. DDE also has specific rules for allocating and deleting global atoms
DDE is most appropriate for data exchanges that do not require ongoing user interaction. An application usually provides a method for a user to establish a link between applications. Once the link is established, the applications exchange data without further user involvement.

DDE is used for many applications, for example:

· Linking to real-time data, such as sports scores which change often
· Creating compound documents, such as a spreadsheet that includes a chart produced by a graphics application

· Performing data queries between applications, such as a spreadsheet querying a database

4.2 Object Linking and Embedding

Windows XP supports OLE 1.0 and OLE 2.0. OLE 1.0 grew out of DDE in 1991. OLE greatly enhances the creation and management of compound documents. Embedded or linked objects can be placed in a document that retains the native data used to create the objects as well as information about how to format the objects. This allows the popular “cut and paste” metaphor that is so common today. A user can quiet easily copy a photo, for example, and paste it into a Word document.
OLE 2.0 was introduced in 1993. It improves upon the compound document facilities of OLE 1.0 and also has an infrastructure to support component software on many levels of complexity. 

The core of OLE 2.0’s infrastructure is a simple extensible architecture called Component Object Model (COM). Some services, such as device drivers and subsystems are easy to manage because they ship with the operating system. However, most component software ships separately from the operating system. COM provides an architecture through which any developer or vendor can deliver a component at any time and have the component become instantly available to applications on the system.
4.3 NetBIOS

NetBIOS (Network Basic Input/Output System) is an interface that allows applications on different computers to communicate within a local area network. It was originally created by IBM, adopted by Microsoft, and has become the industry standard. It is used, for example, in Ethernet, token ring, and Windows NT networks. 

NetBIOS frees applications from needing to know the details of the network on which they are located. The applications do not even need to know about the error recovery mechanisms of the network. A NetBIOS request is provided in the form of a Network Control Block (NCB) that specifies a message location and the name of a destination.

NetBIOS provides session and transport services, however it does not provide standard frame or data format for transmission. To use a standard frame format, the NetBIOS Extended User Interface is needed (NetBEUI).
4.4 Named Pipes

Anonymous pipes were originally introduced with Windows NT. Windows XP, however, supports named pipes.

A pipe is a section of shared memory where different processes leave messages for each other. A typical pipe resembles a simple file in which one process writes and another process reads, similar to a post office mail slot. The first process writes to the file and the second process reads the file to see what was left.

Pipes are an easy mechanism for different programs to exchange information. Unlike the other interfaces discussed earlier in this session, pipes do not have formal standards or protocols to govern how information is passed. This makes pipes easier to use and more flexible than DDE or OLE, for example, but limits them to programs that recognize each other and know how to parse the information they exchange.

A pipe appears when a program decides to create it. The creating program is called the server. Other processes, known as clients, may connect to the pipe’s other end. Although any process may be a server or a client, or both at once on different pipes, the server process is responsible for the life of the pipe.

After a pipe is created, either the server or the client writes into one end of the pipe. Anything written to one end of the pipe is read from the other end. When communication has terminated between the two processes, the server process may either destroy the pipe or connect it to another client.
The difference between anonymous pipes and Windows XP’s named pipes is significant. Anonymous pipes require less overhead but have several limitations. They can only pass messages in one direction – either server to client or client to server, but not both. They also do not work over networks – both the server and the client must be located on the same machine.

Named pipes are given identifying name strings. This assists processes in finding the pipe easily. Named pipes can pass messages in both directions, connect across a network to a process on a remote machine, and can exist in multiple instances. The ability to exist in multiple instances is useful, as a named pipe can connect one server to many clients. 

4.5 Windows Sockets
The Windows Sockets specification, commonly referred to as WinSock, is a network programming interface based on Berkeley’s Sockets API. The Sockets API is the standard for accessing datagram and session services over TCP/IP, NWLink, IPX/SPX NetBIOS, and AppleTalk. WinSock allows Windows-based applications to access transport protocols.
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Figure 4.1: WinSock 2.0 Architecture
The goal of WinSock is to provide the following:
· A familiar API for both Windows and UNIX programmers

· An interface that applications can use to access many different namespaces, such as DNS

· Compatibility between Windows-based TCP/IP stack and utility vendors

· Support for both connection-oriented and connectionless protocols

· Name registration and resolution

· Support for real-time multimedia communications

· Protocol-independent multipoint and multicast

Common applications written to the WinSock API include File Transfer Protocol (FTP) and Simple Network Management Protocol (SNMP).

4.6 Mailslots

A mailslot is a mechanism for one-way inter-process communication, similar to a pipe. Applications can store messages in mailslots. The owners of the mailslots can then retrieve any messages which have been stored. This is a useful tool for broadcasting messages over a network.

As mentioned earlier, named pipes are a simple means of allowing two processes to exchange messages. Mailslots, on the other hand, are a means for a process to broadcast a message to multiple processes using datagrams. Whereas a named pipe guarantees that a message between two processes has been delivered, datagrams offer no confirmation of receipt. There is no guarantee that a datagram will be received.

Mailslots are known as pseudofiles. They reside in memory and are less than 64K. The data within the mailslot does not need to conform to any particular specification. Mailslots can be accessed just like any other file on disk, however they are temporary. When all handles to a mailslot are closed, the mailslot and all of its data is deleted.

A mailslot server creates a mailslot, and from that point forward is the owner of the mailslot. When the server creates the mailslot, it is given a mailslot handle. This handle must be used when accessing the mailslot.
Mailslot clients can write to mailslots if they know the handle. 

4.7 Remote Procedure Calls
Remote Procedure Call (RPC) is a secure inter-process communication mechanism that allows data exchange, as seen in the previous IPC descriptions, as well as the ability to invoke functions residing in remote processes on machines located anywhere.
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Figure 4.2: RPC Architecture

RPC makes it appear to users that a client directly calls a procedure located in a remote process. The client and server each have their own address spaces, or memory resources allocated to data used by the procedure. 

A client application calls a local stub rather than the actual function of the remote process. Stubs are compiled and linked with the client application. Instead of containing the actual code that implements the remote procedure, the client stub code:

· Retrieves the required parameters from the client address space

· Translates the parameters for transmission over a network

· Sends its request and its parameters to the server

The server then performs the following steps to call the remote procedure:
· The server RPC runtime library accepts the request and calls the server stub procedure

· The server stub retrieves the parameters from the network and converts them to a format the server can use

· The server stub calls the actual procedure on the server

The remote procedure then runs and the reverse takes place to return a result to the client.
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